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Abstract 
Conventional processors are extensively used for applications like weather forecasting, AI, ocean 
modeling, and big data analysis. This research investigates parallel computing strategies aimed at 
reducing execution time. We developed a new dynamic load balancing technique by integrating Classical 
Q-Learning with Modified Q-Learning, termed Synchronous Q-Learning. Simulation results demonstrate 
that this method reduces execution time in multi-core systems. The Synchronous Q-Learning algorithm 
combines policy iteration and classical Q-Learning to optimize load balancing through reinforcement 
learning. 
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1.Introduction 
With the advent of multi-core processors, the 
complexity of load balancing through thread 
scheduling has significantly increased. Most 
schedulers prioritize threads that are ready to 
run when making scheduling decisions. Since 
multi-core processors share resources like the 
L2 cache, the behavior of a thread running on 
one core can impact the performance of threads 
running on other cores. For example, if two 
threads monopolize the L2 cache while running 
on separate cores, their performance may suffer 
compared to if they were scheduled alongside 
other threads that don't heavily use the cache. 
The situation becomes more complicated as a 
thread's behavior can change over time—such 
as being memory-bound at one moment and 

computationally-bound later. Additionally, 
threads often communicate with each other to 
complete tasks, which means it can be 
beneficial to co-schedule them on cores where 
they can share data via the L2 cache. 
There is a need for a scheduler that can 
dynamically learn which threads should be co-
scheduled, which should not, and which threads 
should run together on the same core, all while 
accounting for the fact that a thread's behavior 
may vary over time. A static algorithm wouldn't 
be able to consistently deliver optimal 
performance in such dynamic conditions. 
Reinforcement Learning (RL) can address this 
challenge because it allows feedback to be 
provided to the algorithm, enabling it to learn 
and optimize core usage per thread. For 
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example, RL could monitor metrics such as how 
often a thread is scheduled (more is better), 
how long it waits (less is better), how often it's 
blocked (less is better), and processor 
performance counters, such as the number of 
instructions retired in a given period (more is 
better), cache misses (fewer is better), and 
failed synchronization attempts (fewer is 
better). These goals may conflict—for instance, 
reducing synchronization failures by running all 
threads on the same core could decrease the 
total instruction execution rate. This complexity 
requires auto-tuning, which RL can achieve. 
In one approach, performance counters and 
address-tracing hardware (not available on all 
processors) were used to detect cache-sharing 
patterns, clustering threads based on these 
patterns and scheduling threads in the same 
cluster on the same core. A model of the cache, 
memory hierarchy, and CPU was also 
developed, using hardware performance 
counters to determine when threads should be 
moved. However, RL was not employed in this 
strategy, nor was inter-process communication 
considered. 
We propose using machine learning to design a 
self-optimizing, adaptive memory controller 
capable of planning, learning, and continuously 
adjusting to workload demands. We frame 
memory access scheduling as a reinforcement 
learning problem. RL focuses on how 
autonomous agents operating in stochastic 
environments can learn optimal control policies 
through interaction. It offers a powerful 
framework for designing high-performance, self-
improving controllers. The benefits include 
efficiently handling large memory capacities by 
leveraging hardware performance counters and 
additional parameters learned via RL. This 
approach would run on each thread to 
determine which thread movement would bring 
the greatest benefit to the overall multi-core 
processing system. 
2. Methodology 
Chip Multiprocessors (CMPs) are an attractive 
alternative to powerful single-core processors 
due to their advantages in energy efficiency, 
performance, and reduced complexity. Current 

industry trends suggest that scaling CMPs to 
include more cores will be the key to leveraging 
Moore’s Law in the era of billion-transistor 
chips. If CMOS scaling continues as predicted by 
Moore’s Law, CMPs could double the number of 
cores and available on-chip cache space every 
two years. However, the benefits of Moore’s 
Law are not fully realized in traditional 
packaging technologies. As a result, both signal 
speed and the number of signaling pins grow at 
a much slower rate (about 10% annually), 
leading to potential off-chip bandwidth 
limitations that could hinder CMP scalability. 
Providing sufficient peak bandwidth is only part 
of the challenge. In practice, delivering a large 
portion of this theoretical peak to real-world 
workloads requires a memory controller 
capable of efficiently utilizing the off-chip 
interface. Memory scheduling is complex, 
balancing access scheduling constraints, request 
prioritization, and adapting to a dynamically 
changing memory access pattern. Current 
memory controllers often only sustain a fraction 
of the peak bandwidth, resulting in significant 
performance losses or requiring over-
provisioned and costly memory systems. 
Performance loss is often caused by access 
scheduling constraints with modern DRAM 
controllers. For example, in a case-parallel 
application like SCALPARC, with both a 
contemporary controller design (using the FR-
FCFS scheduling method) and an idealized 
design capable of achieving 100% of the 
controller’s peak bandwidth, SCALPARC achieves 
over 85% of the available memory bandwidth 
with the idealized controller. However, when 
using the practical scheduler, bandwidth 
utilization drops to 46%. This inefficiency results 
in longer L2 load miss penalties, increasing from 
an average of 482 cycles with the idealized 
scheduler to 801 cycles with the practical one, 
causing a 55% performance loss. 
One major limitation in current memory 
controller designs is their ad-hoc nature. 
Typically, a human designer selects a few 
attributes that are believed to be important for 
optimizing a specific performance target (e.g., 
the average wait time in FR-FCFS), based on 
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prior experience. The designer then creates a 
fixed scheduling policy incorporating these 
attributes and tests it using simulation models. 
However, these controllers often lack two key 
functions: they cannot anticipate the long-term 
effects of their scheduling decisions, nor can 
they learn from past experiences to make better 
decisions in new situations. This lack of 
flexibility and adaptability can lead to 
substantial performance degradation in many 
applications. 
We propose designing the memory controller as 
a reinforcement learning (RL)-based thread 
scheduling agent, with the goal of automatically 
learning an optimal memory scheduling policy 
through interaction with the system. An RL-
based memory controller would take input from 
the system state and consider the long-term 
performance impact of each decision. The 
controller’s task would be to (1) associate 
system states and actions with long-term 
reward values, (2) make decisions that maximize 
long-term rewards (i.e., performance) for the 
current system state, and (3) continuously 
update these reward values based on feedback 
from the system, allowing it to adapt to 
changing workloads and memory access 
patterns. Unlike traditional memory controllers, 
an RL-based controller would: 

 Anticipate the long-term consequences 
of its scheduling decisions and 
continuously refine its policy. 

 Use learned experience from past 
system states to make better decisions 
in new, previously unseen scenarios. 

 Adapt to evolving workload demands 
and memory access patterns. 

An RL-based design approach allows hardware 
designers to focus on the performance goals of 
the controller and the system variables that 
could inform a good scheduling strategy, rather 
than creating a fixed plan that dictates exactly 
how the controller should achieve those goals. 
This approach not only reduces the human 
design effort involved in traditional controller 
development but, as our evaluation shows, also 
results in higher-performing controllers. 
We evaluated our self-optimizing memory 
controller using a variety of parallel software 
applications from the SPEC OpenMP and NAS 
OpenMP benchmark suites. On a 4-core CMP 
with a single-channel DDR2-800 memory 
subsystem (with a peak bandwidth of 6.4GB/s), 
the RL-based memory controller improved 
performance by an average of 19% (up to 33%) 
compared to a state-of-the-art FR-FCFS 
scheduler. This effectively halved the 
performance gap between the single-channel 
setup and a more expensive dual-channel 
DDR2-800 subsystem. When applied to the 
dual-channel subsystem, the RL-based 
scheduler delivered an additional 14% 
performance improvement. Overall, our results 
demonstrate that self-optimizing memory 
controllers can more efficiently utilize available 
memory bandwidth in CMPs. 

 
3. Synchronous Q-learning-based Load Balancing Algorithm 
Input: 

 N: Number of processors 
 V: Communication load between nodes 
 E: Communication lines corresponding to edges 
 n: Number of processors 
 l: Synchronization cost 
 g: Bandwidth 

Output: 
 S: Scheduling table for communication steps between multiple cores, computation steps for 

parallelization, and synchronization steps. 
Algorithm: 
Step 1: Master Node (Core_0): 
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After each C cycles ← Update the state and actions using  
𝐻𝑡−1 = {𝑠1, 𝑎1, 𝑟1, … , 𝑠𝑡−1 , 𝑎𝑡−1, 𝑟𝑡−1} 

Step 2: Evaluate partition matrix thresholds: 

∑𝜌𝑉,𝐸

𝑐𝑐

𝑖=1

=

{
 
 

 
 1 𝑖𝑓 𝑔 ≥

∑ 𝑤𝑐
𝑖=0

∑ 𝑙𝑐′
𝑗=1

0 𝑖𝑓 𝑔 >
∑ 𝑤𝑐
𝑖=0

∑ 𝑙𝑐′
𝑗=1

 

Where: 
 V and E represent the vertex and edge of the memory page graph 
 w is the local computation in progress 
 c is the number of iterations in computation 
 c′ is the number of communication overheads. 

Step 3: Repeat Steps 1-2 until all state sets are mapped. 
Step 4: Initialize Q-learning: 

𝑄𝑡+1(𝑠, 𝑎) = 𝛼𝑡(𝑠, 𝑎) (𝑅𝑀𝐷𝑃(𝑠, 𝑎) + 𝛾 max
𝑏∈𝑈(𝑠′)

𝑄𝑡(𝑠
′, 𝑏)) + (1 − 𝛼𝑡(𝑠, 𝑎))𝑄𝑡(𝑠, 𝑎) 

Return 𝑉𝑀𝑎𝑥 
Step 5: Evaluate the page rank of each core’s vertex based on weighted ordering of 𝑄𝑡+1(𝑠, 𝑎) 

𝜑𝑉 =
𝑛 − 𝐸

|𝑉|
+∑𝜌𝑉,𝐸

𝑐𝑐

𝑖=1

𝜑𝐸 + 𝑙 ∗ 𝑔 

 
Step 6: Compute T for all cores: 

𝑇 = 𝛺

{
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Step 7: While (Core_i ≤ i) // for checking into each processing cores.  
{ 
if (𝜑𝑉 < 𝑉𝑀𝑎𝑥) then allocate memory for computation:  

𝑀 = ∑𝜌𝑉,𝐸

𝑐𝑐

𝑖=1

∗  𝜑𝑉 

else if (𝜑𝑉 > 𝑉𝑀𝑎𝑥) then allocate memory:  
 
Repeat steps 4, 5 & 6.  
else 
Skip and do the normal simulation 
Core_i ++; 

Return , 
𝐻𝑡−1 = {𝑠1, 𝑎1, 𝑟1, … , 𝑠𝑡−1 , 𝑎𝑡−1, 𝑟𝑡−1} 

 
} 
Step 8: End process. 

SN Algorithm Average Time (Uni-core) Average Time (Multi-core) 
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This algorithm reduces memory page variation 
and efficiently maps parallel computational 
tasks. It optimizes the programming model for 
multi-core systems by synchronizing 
computational workloads with available 
bandwidth in real-time. Unlike traditional 
methods, which typically assign one segment 
per vertex, this approach uses a single balancing 
equation for parallelization, relying on page rank 
equations. This reduces memory mapping, 
prioritizes tasks based on page rankings, and 
avoids the need for hashing tables, ensuring 
effective memory usage for workload balancing. 
4. Results and Discussion 
Our test setup includes 32 dual-core Intel 
processors, each with 8 GB of memory, 
connected via 1 Gbps Ethernet. The 
Synchronous Q-Learning algorithm dynamically 
adjusted load balancing between computation 
and communication tasks. We observed that for 
smaller numbers of processors, the  
communication overhead could outweigh the 
benefits of load balancing. However, as the 
number of processors increased, the algorithm 
demonstrated significant improvements in 
execution time. 
The average execution time for different 
algorithms on both uni-core and multi-core 
processors is summarized below. 
5. Conclusion: 
Simulation results demonstrate that multi-
processor systems require less time for load 

balancing. Existing literature highlights two 
primary algorithms for this purpose: Classical Q-
learning and a Modified version known as 
Synchronous Q-learning. Building on these, we 
have developed a new dynamic load balancing 
technique by combining aspects of both 
algorithms, introducing it as the Synchronous Q-
learning Algorithm. Simulations show that this 
proposed algorithm reduces processing time 
significantly. 
In this paper, we present this novel Synchronous 
Q-learning algorithm, which merges 
components of policy iteration and classical Q-
learning (or value iteration) to effectively learn 
and manage strategies for dynamic load 
balancing using reinforcement learning (RL) 
techniques. We address the issue of learning-
based thread scheduling and propose this new 
approach for scheduling threads and memory 
controllers, grounded in RL principles. The 
mathematical results show how the number of 
inefficient moves can be bounded before 
reaching a near-optimal strategy with high 
certainty. 
Our RL-based self-optimizing memory and 
thread scheduling controller continuously 
adapts its DRAM command scheduling policy 
based on system interactions, optimizing 
performance. This approach makes DRAM 
bandwidth usage more efficient compared to 
traditional controllers that rely on fixed 
scheduling policies. Additionally, it reduces the 

1 FFT 2.3608 0.00051071 

2 Bit Shift Operation 1.3924 0.0034031 

    

3 Circular Shift Operation 0.60792 0.0030516 

4 Permute 6.0605 0.00038407 

5 Divide 2.0872 0.0042635 
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design effort required by hardware engineers, 
as the scheduling strategy does not need to be 
manually optimized for all scenarios. 
In simulations on a 4-core chip multiprocessor 
(CMP) with a single-channel DDR2-800 memory 
subsystem (6.4GB/s peak bandwidth), the RL-
based memory controller improved the 
performance of parallel applications by an 
average of 34% (up to 67%) and increased 
DRAM bandwidth utilization by 19% over a 
state-of-the-art scheduler. These improvements 
close the performance gap between a single-
channel setup and a more expensive dual-
channel DDR2-800 system with twice the 
bandwidth. When applied to the dual-channel 
system, the RL-based scheduler delivers an 
additional 14% performance gain on average 
(up to 34%). 
We conclude that RL-based self-optimizing 
memory controllers offer a promising approach 
to efficiently utilizing DRAM memory bandwidth 
in CMPs. The results suggest that a learner using 
current data consistently outperforms agents 
that explicitly explore in this computational 
space, making it a more practical solution for 
real-world applications. 
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